
Motivation 

MC/DC (Modified Condition/Decision Coverage) is required by functional safety standards (e.g. ISO26262) 
across industrial, automative, and aviation markets.  This is most applicable in the embedded space.  MC/DC 
is also extremely useful in tracking branch coverage more effectively. 

Background 

With the DO-178C standard, the key thing added by MC/DC is to show that "Each condition in a decision is 
shown to independently affect the outcoming of a decision."  A condition is shown to independently affect a 
decision's outcome "by varying just that condition while holding fixed all other possible conditions".  An 
addendum to the DO-178C standard definition clarifies, "or varying just that condition while holding fixed 
all other possible conditions that could affect the outcome", which allows us to ignore unevaluatable 
conditions for languages (like C/C++) that have short-circuit semantics on logical operations && and ||.  
This is also called "Masking MC/DC", and it is what I have implemented for Clang/LLVM.  MC/DC allows 
developers to satisfy full path coverage without having to exhaustively execute 2^N test cases through a 
Boolean expression (i.e. a “Test vector”), where N is the number of conditions. MC/DC only requires N+1 test 
vectors. 

For boolean logical expressions consisting of one or more logical operators, the individual condition 
True/False path of execution constitutes a 'Test Vector' yielding a decision outcome. 

For example, for “a && b”, there are three possible test vectors (‘-‘ signifies an unevaluatable ‘don’t-
care’ condition due to short-circuit logical operator semantics). 

Test Vector 
# 

a b Decision 
OutCome 

 

1: False - False {F,-,F} 
2: True False False {T,F,F} 
3: True True True {T,T,T} 

 

As stated, MC/DC requires no more than N+1 test vectors to satisfy its requirements (where N is the number 
of conditions). In the example above, all of the test vectors (1, 2, and 3) must be executed in order to 
show that both conditions, a and b, independently affect the outcome.  More precisely: two test vectors are 
required for each condition to show MC/DC, forming an “independence pair” for each condition (in the above 
example, ‘a’ can be shown via test vectors 1 and 3, and ‘b’ can be shown via test vectors 2 and 3).  In each 
case, the condition outcome is varied between True and False, while the outcomes of other conditions are 
either held fixed or are ignored as a don’t-care (if unevaluatable). 

The goal for LLVM is to enable llvm-cov to determine the executed test vectors and analyze them for each 
condition/decision outcome to prove that each condition independently affects the outcome.   The overall 
metric is simply the number of executed “independence pairs” vs. total expected for each condition. 

Design Concepts 

The main challenge was to enable additional instrumentation for MC/DC as well as be able to track the results 
of test vector execution while keeping the memory footprint small.  To do this, I created a new coverage 
object representing a global bitmask for each instrumented boolean expression.  These bitmasks are kept in 
a specific section __llvm_prf_bits (like raw counter data, but in a separate section), and each Boolean 
expression is annotated with a Code Coverage ‘Decision’ region indicating a bitmask ID, which is simply a 
byte index into this data section for each function. 

• Each bit of the bitmask coverage object corresponds to a possible test vector path for that 
expression.  It is set to ‘1’ if the test vector is executed. 

o Because there are 2^n actual test vector paths through a Boolean expression, where ‘n’ is 
the number of individual conditions (and ignoring the effects of short-circuit evaluation), 
the size of the bitmask object is 2^n bits.  The minimum size is 1 byte, which can be used 
to track a Boolean expression with 2 or 3 conditions.  4 conditions require 16bits, 5 
conditions require 32bits, and 6 conditions require 64bits.  The maximum number of conditions 
is capped at 6, which is more than enough for most embedded applications. Most Boolean 
expressions have no more than 3, which means only one byte is required in most cases. 

o The evaluation of each condition in a boolean expression is instrumented to track the T/F 
result of each condition in a temporary bitmask that is local to the function and is 
initialized to 0. 

o When a decision-level outcome is reached, the value of the temporary locale bitmask, which 
represents one test-vector, is used to index into the expression’s global bitmask object. 
The bit at that index is set to indicate that the test vector was executed. 

o For example, the expression below has four conditions: A, B, C, D. A 16bit global bitmask 
object is created, and each bit indicates a possible test vector path through the expression: 



 

o As each Test Vector is executed, its T/F path yields a corresponding binary pattern the 
actual value of which represents an index into the bitmask object.  Unevaluated ‘don-t-
care-‘ conditions (due to short-circuit behavior) remain 0. Test Vector #3 above ({T,F,T,F}) 
yields a value of decimal 10 (binary 1010), and so consequently the bit at index 10 in the 
bitmask is set once the test vector has been executed. 

 
o The choice to track bitmask coverage objects in a separate section from the counters makes 

it safely distinguishable from counters, but this has implications on the profile data 
variable as well as the raw profile data header, which have to be extended to comprehend 
the location and size of the section (and corresponding versions updated). This is the most 
impactful change. 
 

• Added a new Coverage Region to comprehend a Decision Region, which is used to indicate the ID of 
the bitmask coverage object for each boolean expression. 
 

• Extended the notion of Branch Region to include IDs for each condition as well as the destination 
ID for each True/False branch, if they exist.  This is used to communicate control flow to the 
visualization tool without requiring the visualization tool to have knowledge about the language. 
 

• llvm-cov is extended to construct the set of possible test vectors using the coverage region ID 
information. 

o The tool then extracts the bitmask data and matches the executed test vectors (based on the 
bitmask index) to the set of possible test vectors. 

o The tool then performs analysis for each condition across each executed test vector to 
determine whether an MC/DC "Independent Pair" is present. 

o The result is visualized in the source code view as well as in the overall metrics. 

Implementation Details 

• Compile-time switch 
o Added ‘-fmcdc’ to enable MC/DC instrumentation, which adds additional instructions as well as 

memory overhead to track results (discussed below).  Because MC/DC is an advanced form of Code 
Coverage that many developers do not actually need to use, I determine that it was best to 
disable it by default and enable it only with an option.  Corresponding options were also added 
to llvm-cov to show MC/DC data (although if no MC/DC data is present, these options are 
irrelevant). 
 

• Bitmask Coverage Object 
o A profile object that functions as a bitmask.  It is variable-length (in 1-byte size increments) 

and is allocated according to the number of conditions in a boolean expression.  Is represented 
as a vector of bytes. 

o When merging multiple profile data files, either in compiler-rt or with llvm-profdata, the 
merges between bitmasks are simply a bitwise-OR of the data. As such, they cannot accumulate or 
overflow. 
 

• Coverage Mapping Regions 
o New decision level region indicating bitmask ID and number of conditions 



o Extension to branch region indicating condition ID and ID connections based on T/F evaluations. 
(Note, if MC/DC is not used for a condition, we will fall back to the original branch region 
and wasting space for the IDs).  Unused IDs are assumed to be 0. 
 

• Instrumentation 
o A temporary bitmask value used to represent the T/F evaluation of conditions across a boolean 

expression is allocated on the stack (promotable to a register) and initialized to 0. 
o The evaluation of each condition is instrumented with a shift-OR of the T/F result into the 

temporary bitmask.  The shift is done based on the pre-assigned ID of the condition. 
o At the end of the execution path of the test vector, a global bitmask coverage object for the 

expression is updated using the value of the temporary bitmask as an index. Every temporary 
bitmask value represents a unique test-vector path through the expression. 
 

• Visualization 
o llvm-cov uses the decision region source locations to collect associated branch regions for a 

boolean expression. 
o llvm-cov uses the branch region IDs to construct a list of possible test vectors. 
o For each condition in a decision, llvm-cov compares each executed test vector against the others 

in order to determine whether MC/DC has been satisfied for that condition through the 
identification of a valid Independence Pair. This is the most computationally expensive, brute-
force part of MC/DC evaluation and must be done in llvm-cov and not during test execution. 

o llvm-cov reports MC/DC overall coverage as well as source-level view information.   
o In the example “overall overage” HTML output below, metrics are accumulated across Boolean 

expressions and across functions in a file: 

 

o In the example “source-level” HTML output below, branch coverage for the Boolean expression 
is 100%, but MC/DC is only 75% satisfied. 

 



 

Alternative Design Considerations 

My approach combines the reliability of LOG-based approaches of other vendors without requiring the output 
of an actual log that has to be read in as input to visualization tools (built on LLVM’s robust profiling 
infrastructure). 

I explored other designs ideas, including the possibility of instrumenting additional counters to track test 
vector execution paths, but these solutions were either too unwieldy in terms of memory footprint, too 
complicated (and error-prone) to implement and maintain, or were cumbersome for most users to actually use. 


